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of the principle when applied to more 
complex systems; that paper proposes 
a software structure that is very differ-
ent from what is usually found in such 
systems. It also illustrates how that 
structure can be documented. 

In 1968 and 1969, two famous NATO 
conferences discussed a new field—
software engineering—to help us 
achieve reliable and trustworthy soft-
ware systems. Why?

Most of those who attended the two 
conferences had been educated in ei-
ther science or mathematics, but drift-
ed into building programs for others to 
use (software). They realized that their 
education had taught them how to add 
to the world’s knowledge, but not how 
to build products. Noting that tradi-
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He and seven colleagues have ar-
ticulated an approach based on action-
able capabilities rather than concepts. 
Communications columnist Peter J. 
Denning had a conversation with Par-
nas about these ideas.

PETER J. DENNING: You have a long-stand-
ing interest in methods for producing re-
liable and safe software. In 1971, you first 
articulated the principle of information 
hiding.2–4 Why is this still important?

DAVID LORGE PARNAS: The concept 
of information hiding is based on the 
observation that changes outside a 
program (such as a revision of other 
programs, hardware changes, or re-
quirements changes) only affect the 
correctness of that program if informa-

tion that would have to be used when 
showing the correctness of that pro-
gram was invalidated by the change. 
Consequently, software should be 
organized so that dependence on in-
formation that is likely to change is re-
stricted to a small, clearly identified, set 
of programs. Applying this principle 
results in programs that are easier to 
understand, easier to maintain, and 
less likely to contain errors. 

As expressed in my early papers, the 
information hiding principle applies 
to all programs in any programming 
language. It serves as a guideline for 
software developers and maintainers. 
The first of the three papers introduced 
the basic idea; the second illustrated 
it for a simple system and the third 
showed the surprising implications 
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Randell described software engi-
neering as “multiperson development 
of multiversion programs.” Brooks said 
that, in addition to writing code, soft-
ware engineering required both com-
bining separately written programs 
and “productizing” them—that is, 
making them suitable for use by people 
who had not written them. These topics 
usually received little or no attention in 
traditional programming courses.

We were able to identify a set of ca-
pabilities required to do the things that 
Randell and Brooks had identified as dif-
ferentiating software development from 
basic programming. The accompanying 
table lists those capabilities but readers 
really should read the paper to see what 
is meant. They will find detailed, concrete 
justifications, definitions, and guidelines.

You used “software systems engineer-
ing” to denote the class of programmes 
you were discussing. That class in-
cluded both specialized programmes 
and general software engineering pro-
grammes. You listed 12 capabilities that 
should be imparted to software systems 
engineers. They are all engineering ca-
pabilities. How should this be used?

tional engineering education taught 
methods of designing and construct-
ing reliable products, they proposed 
that that software development should 
be regarded and taught as an engineer-
ing discipline rather than as a branch 
of science. 

How did universities respond to the 
conferences?

After the conferences, software en-
gineering was treated as the area with-
in computer science that studied ways 
to produce safe and reliable products. 
Some included project management 
within the field.

The initial response was to add a 
single one-semester course entitled 
“Software Engineering” to CS curricu-
lums. It was not clear what should be 
taught in such a course. When I was 
assigned to teach that course, I asked, 
“What should it cover?” The only an-
swer was “Dave, you are an engineer—
you figure it out.” 

Later, as software became more im-
portant, CS departments defined soft-
ware engineering “tracks” that included 
additional required courses—such as 
compilers, database systems, and soft-
ware test methods. Important aspects 
of engineering such as interface design 
and fault tolerance were rarely included. 

On a number of occasions, you wrote 
sharp critiques of many of these pro-
grammes.a What was the basis of your 
criticisms? Did they produce results?

My first critique 6 complained about 
many aspects of the “tracks.” I pointed 
out they were teaching topics that in-
terested the teachers rather than what 
the students would need to know as 
professional software developers.

My second major commentary7 was 
written after my university (McMas-
ter) had formed a new department and 
was offering a program designed to be 
taught in the engineering faculty rath-
er than the science faculty. It had no 
courses in common with the previously 
existing CS program. Students took the 
same first-year courses as all other engi-
neering students; only at the end of that 
common first year could they select soft-
ware engineering as their programme.

a “Programme” is used in the context of this inter-
view to refer to a course of study at a university and 
to differentiate from a software program.

The point of both of these papers 
was that software engineering educa-
tion should be considered professional 
education (like architecture, medicine, 
law or engineering) rather than based 
on a “liberal arts” model like physics or 
mathematics. 

Our programme was designed to be 
accredited by the Canadian Engineer-
ing Education Board. In the year we 
graduated our first students, two other 
Canadian Universities were also ac-
credited and graduated students. 

Both papers generated a lot of dis-
cussion. The programme described in 
the 1998 paper7 was well received by 
students and employers. Unlike gradu-
ates of CS programmes, our SE gradu-
ates could be licensed as professional 
engineers after passing the usual law 
and ethics exams. 

In 2017, you chaired a committee that 
wrote a report about software devel-
opment programmes.1 The resulting 
paper takes a capabilities-based ap-
proach to specifying the goals of pro-
fessional programs in software devel-
opment. How does this approach differ 
from the more common approaches?

Previous efforts to prescribe the con-
tent of CS and SE programs were based 
on the concept of a “Body of Knowl-
edge.” They specified what the students 
should know when they graduated.

Noting that these were professional 
programs, we chose to specify what the 
graduates should be able to do upon 
graduation. Our goal was to allow in-
dividual institutions to choose the 
knowledge and methods that would 
be taught provided that they gave the 
graduates the required capabilities. 
Those who read the 2017 paper will 
see that the approach is quite different 
from earlier approaches to curriculum 
specification. It emphasizes software 
development capabilities, not the 
name and content of the courses.

The 2017 paper stresses the differ-
ence between CS programmes and 
professional software development 
programmes, basing your approach 
on very old observations by Brian Ran-
dell (an author of the reports on the 
1968 and 1969 conferences) and Fred 
Brooks, author of the very popular 
book The Mythical Man Month. What 
did they say that attracted you?

List of capabilities.

Communicate precisely between developers 
and stakeholders

Communicate precisely among developers

Design human-computer interfaces

Design and maintain multiversion software

 ˲ Identify and separate  
changeable concerns

 ˲ Document to ease revision

 ˲ Use parameterization

 ˲ Design software that can be moved  
to many platforms

 ˲ Design software that is easily extended 
or contracted

 ˲ Design and maintain products that  
will be offered in many versions

Design software for reuse

Ensure software products meet quality 
standards

Develop secure software

Create and use models  
in system development

Specify, predict, analyze, and  
evaluate performance

Be disciplined in development and 
maintenance

Use metrics in system development

Manage complex projects
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evaluating their contribution. The final 
straw came when someone published a 
computer program for doing the work 
of a committee by counting the papers 
and computing a score. The fact that 
such simple programs would often 
get the same result as the committee 
showed me that committee members 
were not doing their jobs. For example, 
referees of an individual paper can-
not detect an author that publishes 
the same results several times using 
different titles and wording. We have 
scientists on the evaluation commit-
tees precisely because they have the ex-
pertise to read the papers and evaluate 
the contribution made by the author. If 
they don’t do that, we don’t need them. 
Sometimes a single paper is a far more 
important contribution than a dozen 
shallow or repetitive papers. Simply 
counting papers is not enough. 

I have observed that people being 
evaluated for appointments or grants 
learn how to “play the game.” If they 
see that they will be evaluated by peo-
ple who won’t read the papers but just 
count them, they know how to increase 
their score without actually improving 
the contribution. My 2007 paper dis-
cussed some techniques that research-
ers use to make themselves look better 
than they are.  
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The graduate capabilities list is in-
tended as a checklist for those teach-
ing software development. They 
should be asking, “Will our graduates 
have these capabilities?” The answer 
should be: “Yes, all of them.” If not, 
the institutions should be redesigning 
their programmes so that they can an-
swer “Yes!”

Do you advocate that SE and CS educa-
tion would both be better if they were 
kept separate?

The two are as distinct as physics and 
mechanical engineering. The physics 
taught in both programmes would over-
lap but the engineers will be taught how 
to use the material to build reliable prod-
ucts while the physics majors are taught 
how to add to the body of knowledge that 
constitutes the science. 

Professional programmes tend to 
be more tightly constrained than sci-
ence programs because there are many 
things that a professional must know to 
be licensed and allowed to practice. A 
science student is often allowed to make 
more choices and become a specialist. 

It is difficult (though not impossi-
ble) to have both types of programmes 
in one department. 

You have said a professional software 
engineering programme would appeal 
to the students who want to learn how 
to build things for others to use. Are CS 
departments out of tune with most of 
their students? 

The CS departments I have visited 
have a diverse set of students. Some 
want to be developers, while others want 
to be scientists. Many departments of-
fer a compromise programme that is far 
from ideal for either group. That is why 
I prefer two distinct programmes taught 
by different (though not necessarily dis-
joint) sets of faculty members. 

In 1985, you took a strong stand against 
the U.S. strategic defense initiative 
(SDI),5 which promised to build an au-
tomated ballistic missile defense (BMD) 
system that would allow the U.S. to aban-
don its intercontinental ballistic mis-
siles (ICBMs).You maintained the soft-
ware could not be trusted enough for the 
U.S. to eliminate its missiles. We have 
BMD systems today, were you wrong? 

Not at all! SDI was predicted by its 
advocates to be ready in six years and 

capable of intercepting and destroying 
sophisticated missiles including newer 
designs designed to defeat a BMD sys-
tem by taking evasive measures. The 
system described by President Reagan 
would have been impossible to test 
under realistic conditions. The BMD 
systems in use today (33 years later) 
are not reliable even when facing unso-
phisticated rockets. No ICBM systems 
have been dismantled because BMD 
systems cannot be trusted.

Do you see a relationship between the 
BMD claims made in the 1980s and to-
day’s claims about artificial intelligence?

Both fields are characterized by hy-
perbolic claims, overly optimistic pre-
dictions, and a lack of precise defini-
tions. Both will produce systems that 
cannot be trusted.9 

In 2007, you published a short paper8 
that criticized the evaluation of research-
ers by the number of papers they publish.
What led you to publish such a paper?

I have served on many committees 
that evaluate faculty members for pro-
motion and many others that evalu-
ate research proposals. All too often, I 
have been disappointed to learn that 
most of my fellow committee members 
had not read any of the applicant’s pa-
pers. They had merely counted the pa-
pers and (sometimes) estimated the 
selectivity of the journals and confer-
ences. On two occasions colleagues 
complained when I started to discuss 
problems in the applicant’s papers 
(which I had read). They said that the 
referees had already read the papers 
and approved them so I had no right to 
evaluate them. In effect, they said I was 
“out of line” in reading the papers and 

Noting that these 
were professional 
programmes,  
we chose to specify 
what the graduates 
should be able to do 
upon graduation.


