
Simple Queueing Models 
Peter J. Denning 

6/7/19 
 
 
 
Queueing models are a common way to answer performance questions for 
systems that render service in response to requests.  Most service facilities that 
people can queue up for can be represented with simple models that are 
surprisingly powerful in their ability to predict throughput, response time, and 
congestion.  Examples of systems for which these models have been used 
successfully are toll booths, traffic lights, bank tellers, supermarkets, 
manufacturing assembly lines, inventories, telephone systems, computing 
systems, and the Internet. 

Queueing models originated with A. K. Erlang, who in 1909 published a 
study of telephone systems where he offered a model that accurately calculated 
the probability of a new caller’s failure to get a dial tone.  With these results, 
telephone engineers were able to design switching centers with the minimum 
amount of equipment needed to allow enough simultaneous connections to meet 
stated availability targets.  Erlang demonstrated that the amount of equipment to 
host the likely number of connections was far less than maximum number of 
connections possible within a subscriber community. 

Over the years, queueing models were extended to cover many kinds of 
systems.  Unfortunately, the results of these models were mathematical formulas 
that appeared to require computation times on the order of 2N, NN, or worse for 
customer communities of size N.  In 1971 Jeffrey Buzen discovered a 
computational algorithm that would evaluate the expressions from most 
queueing models in times of order N or N2.  These algorithms have been refined 
and simplified, and today anyone can set them up in a short time on a 
spreadsheet.  Queueing models are now easy and powerful for a wide variety of 
performance predictions and for capacity planning. 

Basic Model 
Figure 1 shows the basic model: a user population interacting with a system.  The 
system is any service center that can provide a service and queue jobs of users 
waiting for the service.  A user who submits a job stops to wait until the system 
completes the job.  The system’s state n is the number of jobs inside it.  The upper 
limit N on the system state can represent two common situations: 

• The user population is of size N.  As more users enter the system, fewer 
remain behind to issue additional requests, and thus the arrival rate from 
the population declines as the state increases, becoming 0 when n=N. 



• The user population is very large (or infinite).  But the system has limited 
resources and cannot handle more than N jobs at once.  Any user who 
requests a job when the state is N is ignored and must come back and 
retry later.  Thus the arrival rate from the user population is a constant, 
independent of system state. 

 

 
Figure 1.  Service system interacting with a user population.  User requests flow 
to the system, where they are called “jobs” and are queued up until the system 
finishes giving them service.  The state of the system is the number of jobs 
inside.  States can vary from 0 (no jobs) to N.  The system limit N can represent 
the population size; when state is N, every user is stopped waiting for the 
system to finish a job.  The system limit N can also come from internal limits on 
the equipment; any requests coming when the system is “full” are simply lost 
and the user has to try again later. 

 
The system itself can take many forms (Figure 2).  The user population can 

be very large, with a constant arrival rate; or it can be relatively small, with 
arrival rate dropping as state increases.  The system can be a single server, a 
single queue feeding a multi-server, or a network: 

• A single server system is one in which there is only one resource with a 
queue of requests waiting to use it.  Examples are a checkout lane at the 
supermarket or a CPU or disk in a computer system. 

• A multi-server system is one in which there are multiple equivalent 
copies of the resource and a single queue of requests waiting to use them.  
Examples are a telephone switching center, which can process multiple 
calls simultaneously; or a bank, rail station, or airport that has a single 
line waiting for a series of agents.  When there are N resources is and the 
user population is of size N, there is no queueing and the multi-server 
system acts simply as a delay. 

• A network is a system with multiple resources and separate queues for 
each one; jobs move from one server to another as they accumulate tasks 
needed to complete.  An example is a computing system, in which a job 
moves from CPU to disks when it requests to read or write records, and 
from disk back to CPU when it completes a read or write request. 

 



 
Figure 2.  The “system” can represent many forms of resources (blue boxes) and 
queues (white ladders).  (a) A single server is just one resource with a queue.  
(b) A multi-server is multiple equivalent resources sharing a single queue.  (c) A 
network is multiple resources with separate queues.  The completion rate of the 
server depends on the internal structure.  The graph shows three forms for the 
three kinds.  The rate at which one job completes is c.  In a single-server, the 
completion rate is constant at c for all states n>0.  In a multi-server, the 
completion rate is n*c (assuming N copies of the resource).  In a network it is an 
arbitrary function that depends on the configuration of the network. 
 

In Figure 3 we show some basic metrics that can be accumulated for a server 
during an observation period of length T. 

A = number of arrivals 
B = total busy time (all time when n>0) 
C = number of completions 
W = total accumulated waiting time of all jobs in system (job-seconds) 

From these we can define the quantities 

l = A/T, arrival rate 
X = C/T, output rate 



U = B/T, utilization 
S = B/C, mean service time per completion 
Q = W/T, mean queue length in system 
R = W/C, mean response time per completed job 

And we note these relationships: 

l = X = throughput (when flow is balanced) 
U = SX, utilization law 
Q = RX, Little’s law 

You can check these laws simply by substituting the definitions of the basic 
quantities. 

 

 
Figure 3.  A service system and its associated metrics.  Let T denote the length of 
an observation period.  Let A be the number of arrivals in T, and C the number 
of completions.  Let B be the busy time in T, namely the time during which the 
state is nonzero.  The accumulated waiting time over all jobs in the system is W, 
measured in job-seconds.  These measurements can be stratified so that separate 
quantities A(n), B(n), and C(n) are measured for each state n.  Thus A(n) is the 
number of arrivals that came when state is n, C(n) the number of completions 
when state is n, and B(n) is the total time during what state is n.  The state 
dependent transition rates are defined from these quantities: a(n) = A(n)/B(n) 
and c(n) = C(n)/B(n). 

 
To get to the throughput and response time questions, we need the state 

occupancy distribution -- the proportions of time p(n) the system is in each state 
n.  The method of obtaining p(n) traces back to Erlang (1909).  As shown in 
Figure 4, we can construct a state diagram that shows the transitions between 
neighboring states.  Transitions upwards occur at the state-dependent arrival 
rates a(n), and transitions downward at the completion rates c(n).  By invoking 
balance -- the principle that upward transitions equal downward transitions over 
a period of time -- we can derive a recursion equation, 



p(n)  =  p(n-1)*a(n-1)/c(n) 
which, when combined with the requirement 

p(0)+p(1)+p(2)+ ... + p(N)  =  1 
allows us to compute unambiguously the distribution p(n). 

 

 
Figure 4.  System state space and its transitions.  This state graph shows 
transitions only between neighboring states, corresponding to an assumption that 
multiple arrivals or completions do not happen at the same instant.  The arrival 
rate and job completion rate are state dependent.  The distribution p(n) gives the 
proportions of time the system is in each state n.  Take a cut through the graph 
between any pair of states such as n-1 and n.  Over time, the number of up 
transitions A(n-1) must balance the number of downs C(n).  The rate of ups is 
A(n-1)/T, which can be rewritten as (A(n-1)/B(n-1))*(B(n-1)/T) = a(n-1)*p(n-1).  
Similarly, the rate of downs is C(n)/T, which can be rewritten as 
(C(n)/B(n))*(B(n)/T) = c(n)*p(n).  The balance equation can be rearranged so that 
p(n) can be computed from p(n-1) and the arrival and completion rates. 

 
The computation for p(n) is easily laid out on a spreadsheet.  Allocate two 

series of cells D[0..N] and P[0..N].  Initialize D[0]=1.  The formula in cell D[n] is 
the recursion formula “=D[n-1]*a(n-1)/c(n)”.  A cell G contains the formula 
“=sum(D[0..N])”.  Cell P[n] contains the formula “=D[n]/G”.  After values of a(n) 
and c(n) are provided, the cells P[n] contain the distribution p(n). 

Once we have the distribution p(n), we can calculate other metrics directly: 
U = 1-p(0) 
Q = sum{ n*p(n), n=1,2,...,N } 
X = sum{ c(n)*p(n), n=1,2,...,N } 
R = Q/X 

Thus answering the congestion, throughput, and response time questions. 



Simplifying Assumptions of the Model 
It is important to realize that the model above is simplified from the real world 
and that the simplifying assumptions introduce modeling errors.  The analyst 
will need to conduct validation studies to be sure that the errors are not severe 
for the situation at hand.  We used three simplifying assumptions above: 

• Single steps.  The model assumes that arrivals and completions do not 
happen simultaneously.  Thus each arrival causes a state transition n ® 
n+1 and each completion causes a state transition n ® n-1.  No other 
transitions are included in the model.  If the real system has a significant 
number of simultaneous arrivals or completions, the error of this 
assumption could be significant. 

• Flow balance.  Over time, the number of up and down transitions 
between any pair of states (n, n+1) are equal.  This is strictly true on if the 
initial and final states are the same (at the start and end of the observation 
period).  However, if the total number of state transitions is large 
compared to the system limit N, this assumption is approximate but 
unlikely to introduce significant error. 

• Homogeneity.  In many models we will assume simple functions for the 
arrival and completion rates a(n) and c(n).  For example, when the 
population is large compared to N and all users are statistically identical, 
we will say that arrival rate is independent of n, and substitute a constant 
average a for all values of a(n).  When there is only one server, we will say 
that the completion rate will be independent of n, and substitute a 
constant average c for all values of c(n).  However, due to random 
fluctuations in the system, there is no reason that these averages will be 
actually observed in every state.  By replacing the varying observed a(n) 
with a fixed value a, and the varying observed c(n) with a fixed value c, 
we introduce errors that will make the calculated p(n) differ from the 
observed p(n).  These errors can be significant. 

In the next section we will consider four common examples of this model.  
All assume single steps and flow balance.  The main assumption for each case is 
a simplified function for arrival and completion rates.  These homogeneity 
assumptions are the main sources of error between the models and the world. 

Four Common Systems 
We will now show how to model four common systems with the above method.  
The models are a single-server system, a repair facility, a telephone exchange 
with infinite population, and an interactive computing system. 

Single-Server 
This model represents a real system in which there is one resource that can be 
used by one job at a time.  All requests queue up in a single queue.  When the 
resource becomes available (a job completes), the next job to use the resource is 



the one at the head of the queue.  Examples are the waiting line at a toll booth, an 
individual bank teller, a single CPU computer system, and a disk unit in a 
computer system.  The single server model is the simplest of all queueing 
models.  It is the “gold standard” among the models. 

The user population is very large compared to the limit N of the facility, so 
that the population’s arrival rate of requests is a constant a; therefore the mean 
time between arrivals is 1/a.  Since the server works one job at a time, there is 
one completion on average every S seconds, where S is the mean job time; the 
completion rate is c = 1/S. 

Repair Facility 
Classical queueing theory studies a model called “machine repairman” that 
represents the following situation.  A set of N machines is put into operation.  
Each machine has an individual, independent failure rate of a (that is, the mean 
time between failures of a machine is 1/a).  The failed machines are placed in the 
queue of the single repairman, who fixes them one at a time and returns them to 
service.  The mean repair rate is c (that is, the mean time to repair a machine is 
1/c).  In this system the “user population” is the set of N machines, and the 
“server” is the repairman.  The arrival rate of requests to the repairman depends 
on the state n, which is the number of repair jobs in the repairman’s queue: 

a(n)  =  a*(N-n) 
This is because when n machines are broken down, N-n are still operating and 
each is failing at rate a. 

The machine repairman problem was first applied to computer systems in 
1965 when Allan Scherr used it to describe the MIT time sharing system.  In that 
system, the number of logged-in users was limited to N (typically 10-30 
individuals).  The system had a single CPU that was time-shared among the 
users.  When n users submitted jobs and were waiting for response, N-n 
remained in the “think state” preparing new jobs.  The mean time for a user to 
generate the next request after completion of the previous one is called think 
time Z.  Thus a=1/Z.  Scherr’s model was a highly accurate predictor of 
throughput and response time on the MIT system. 

Telephone Exchange 
Erlang’s original queueing model represented a telephone exchange.  The 
exchange has limited switching equipment that can allow up to N phone calls to 
be in progress simultaneously.  Any user who tries to initiate a call when the 
system state is N will get no dial tone; that user must go away and try again 
another time.  The completion rate of an individual call is c, meaning that the 
mean length of a phone call is 1/c.  Therefore, when the telephone exchange is in 
state n, n calls are in progress and the overall system completion rate is n*c.  The 
user population is very large compared to N, so that there is no significant 
slowing of arrival rate as n increases. 

Erlang’s telephone exchange problem is therefore a large user population 
with fixed arrival rate, and a multi-server with linear increasing completion rate. 



Erlang found that most telephone exchanges had far fewer calls in progress 
at a given time that the potential.  A town of 100 might have an average of 5 calls 
in progress at a given time, which is far fewer than 4950, the maximum number 
of possible connections for that town.  With Erlang’s model, telephone engineers 
could calculate precisely how much equipment would be needed to provide a 
target level of availability.  In the model, p(N) is the probability that the next 
caller does not get a dial tone.  Erlang simply set N so that p(N) was at the target 
level, say 99%.  This strategy minimized equipment in switching centers, 
allowing the telephone system to grow without becoming hopelessly complex. 

There is a downside.  Occasionally, during an emergency such as an 
earthquake or hurricane, the demand for phone usage suddenly jumps and 
overwhelms the available equipment.  Many people encounter no dial tone. 

Interactive Systems 
Most computing systems today are configured as networks of servers.  A job 
circulates among servers, visiting one at a time, waiting in a queue and receiving 
some service at each, until finally all its steps are completed.  A finite user 
population supplies the jobs.  In this case the arrival rate a(n) is the same as for 
the repair facility problem (a*(N-n)), but the service completion rate c(n) is a 
complex function that depends on the network.  In the separate notes on 
queueing networks, we show how to compute the throughput function X(n) for 
any queueing network containing n jobs.  Once that function has been computed, 
it can be used in the current model by setting c(n)=X(n). 

Numerical Examples 
To illustrate the four models, we set up a spreadsheet to compute p(n) as 
described above, then ran it with these basic parameters: 

a = 0.2 per min (one-person arrival rate) 
c = 0.333 per min (one-job completion rate) 
N = 20 (maximum in system) 

Figure 5 shows the results.  Both the single server and telephone exchange 
models have significant idle probabilities, and it’s unlikely that states larger than 
n=8 will be observed.  The repair facility and interactive system, on the hand, 
have no observable idleness and have peaks in their distributions.  The 
computed response times for interactive system and telephone exchange are both 
3.0 mins, for the single server system 7.5 mins, and for the repair facility a 
whopping 55.6 mins. 

 



 
Figure 5.  Comparison of four examples discussed in the text for a=0.20, c=0.33, 
and N=20. 

 
The example above has arrival rate smaller than completion rate, which will 

tend to bias the system state toward smaller values.  Figure 6 shows what 
happens when we reverse the values of a and c, so that now a is larger.  Now 
only the telephone exchange has any idle probability.  The single server and 
repair facilities spend most of their time at or near peak capacity (state N).  The 
interactive system’s peak jumped from 7 to 13. 



 
Figure 6.  Comparison of four examples discussed in the text for a=0.33, c=0.20, 
and N=20. 

 

Balance Point 
You may have wondered if there is a way to predict the peak of the distribution, 
if it has a peak, without having to calculate the entire distribution.  There is. 

The following argument applies to the case where a(n) are decreasing (or 
constant) and c(n) are increasing (or constant).  Suppose that n=k is the balance 
point, that is, a(k)=c(k).  This means that, when the state is k, arrivals balance 
completions and there is no tendency for the state to rise or fall.  However, at 
state k+1, a(k+1)<c(k+1), so there is a tendency for the state to go lower because 
the completion rate is higher.  At state k-1, a(k-1)>c(k-1), so there is a tendency for 
the state to go higher because the arrival rate is higher.  Although the system will 
not stay exactly at the balance point because arrivals and completions are 
random, there is a tendency for the state to move toward the balance point if it is 
not there. 

Thus the balance point is a good approximation of the most favored state, the 
peak of the distribution. 



Validation 
Because of modeling errors resulting from simplifying assumptions, the 
performance analyst has a big responsibility for validation.  Validation means 
comparing model calculations with real measurements to determine the 
conditions under which the agreement between model and real system is good. 

When a model fails to validate, chances are that one or more of the 
assumptions does not agree with actual conditions.  Examples: 

• The state diagram (Figure 4) assumes that transitions can only be between 
neighboring states.  That would be violated if in the real system arrivals 
or completions could happen at the same time. 

• If the population is large but finite, the model assumes that a user request 
encountering state N (system full) is lost and the user has to try again 
later.  The model assumes that user retry behavior is similar to regular 
user request behavior so that there is no effect on arrival rate.  If retries 
are common and users retry at a faster rate, the model may be inaccurate. 

The error consequences of some modeling assumptions, particularly 
homogeneity, may not be immediately obvious.  Examples: 

• Suppose that the conditions in the world appear favorable for a single 
server model: population is so large that the system state n has no causal 
relationship to the arrival rate, and that all jobs have the same service 
time.  In this case, the model would assign a(n)=a and c(n)=c, both 
constants.  However, due to random fluctuations, if we actually 
measured a(n) and c(n) during an observation period, we would not 
observe constants.  The model’s calculated p(n) are identical with the 
observed p(n) only if the a(n) and c(n) actually observed are used in the 
calculation.  By assuming the rates are constant, the model’s homogeneity 
assumption can cause the model to give invalid results for a real system. 

• Suppose that the job lengths have a high “coefficient of variation”.  That 
means that there are a few exceptionally long jobs.  Although rare, those 
long jobs occupy so much time that there is a good chance to queue up 
behind one of them.  For example, if 99% of the jobs are 1 minute long, 
and 1% are 99 minutes long, half the time axis is occupied by the 99-min 
jobs, and thus the chance of being queued behind one of them is 1/2.  
Thus the occasional very long job can increase the queue length, making 
c(n) appear lower for larger n.  High coefficient of variation can invalidate 
a homogeneity assumption, introducing error. 

These are examples of sources of modeling error we know about.  But there 
may be sources of error you don’t know about, no matter how careful you are.  
Therefore, it is always essential to validate models before attempting to use them 
for predictions. 


